
Final Exam CSE 525, Winter 2015
Out: Thursday, 12-Mar Professor: James R. Lee
Due: 11:59pm on Thursday, 19-Mar

Policy: You may consult textbooks and the class lecture notes, but no other sources. You should
work on these problems and write up the solutions by yourself with no help from other students.

Guidance: You may do any four out of the following five problems. Note that problem (5) below
uses the results of problem (4). If, for whatever reason, you cannot do problem (4), you may still
assume the claims of problem (4) in order to complete problem (5).

1. The umbrella dance.

You have n umbrellas. Initially, there are k ∈ {1, . . . , n − 1} at home, and n − k at the office.
Every day you walk to the office in the morning and walk home at night. In each trip, you
take an umbrella only if it’s raining. Assume that in every trip between home and the office, it
rains independently with probability p, with 0 < p < 1.

(a) Asymptotically, in what fraction of trips do you get wet?

(b) Compute the expected number of trips until all n umbrellas are at the same location.

(c) Compute the expected number of trips until you get wet for the first time.

Be careful and explicit about the random process you use to model the situation. You should
justify all your computations.

2. How to win money and lose friends.

Suppose we have a sequence of independent fair coin tosses. Many people would believe
that the expected number of steps you wait before seeing the sequence TTT is the same as
the expected number of steps before seeing HTH. Let τTTT and τHTH denote the first times
that the sequences TTT and HTH appear, respectively. Compute �(τTTT) and �(τHTH) by
thinking about these as hitting times in an eight-state Markov chain.

Can we make some money off this? What if we setup a game where we get $1 if HTH appears
first, and the other players gets $1 if TTT appears first. Compute our probability of winning.

3. Taylor Swift and an optional problem about optional stopping.

Let {Y0 ,Y1 ,Y2 , . . .} be a martingale with respect to a sequence of random variables
{X0 ,X1 ,X2 , . . .}, i.e., �[Yt | X0 ,X1 , . . . ,Xt−1] � Yt−1 for every t > 1.

A random time τ is called a stopping time (with respect to {Xt}) if the occurrence of the event
{τ � t} only depends on the values {X0 ,X1 , . . . ,Xt}, and �[τ < ∞] � 1. The following
statement is one consequence of the “optional stopping theorem” (the full theorem holds in
greater generality).

Theorem 0.1 (Optional stopping theorem). Let {Yt} be a martingale with respect to {Xt}, and
consider a stopping time τ with respect to the same sequence. If it holds that �[τ] < ∞ and for some
constant c > 0, we have �[|Yt+1 − Yt | | Xt] 6 c for all t > 0, then �[Yτ] � �[Y0].

Now here is the problem. There are n people in the world, labeled {1, 2, . . . , n}. Initially,
some of them love Taylor Swift, and some of them hate Taylor Swift, and there is no middle
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ground. (In Freud’s model of the psyche, even if you don’t know who Taylor swift is, your id
has already formed a polarized opinion.) Moreover, each of these people i ∈ {1, 2, . . . , n}
has a set Fi ⊆ {1, 2, . . . , n} of friends. For the sake of this problem, friendship is symmetric:
j ∈ Fi ⇐⇒ i ∈ F j .

Consider now the following process: At every time step, all people independently and
simultaneously update their opinion based on their friends, using the following rule. With
probability 1/2, they retain their current opinion. Else with probability 1/2, they pick one of
their friends uniformly at random and adopt their friends opinion. (All these decisions are
made simultaneously before anyone changes opinion in that round.) It should be clear that
this process will eventually end in one of the two states Swiftmania (where everyone loves
Taylor Swift), or Swiftpocalypse (where everyone hates Taylor Swift but realizes—too late—that
she was the only force preventing the collapse of the world economy and the start of WWIII).

(a) Let Lt and Ht denote the sets of people who love and hate Taylor swift, respectively, at
the end of round t. Let Yt �

∑
i∈Lt |Fi |. Show that {Yt} is a martingale with respect to

the sequence {Xt} where Xt describes all the choices made in round t.
(b) Use Theorem 0.1 to determine the probability of Swiftmania as a function of the initial

configuration of the world.
(c) Use Theorem 0.1 (applied to a different martingale) to show that the expected time before

the fate of the world is decided is O(m2) where m �
∑n

i�1 |Fi |.
4. Sparse random graphs.

In the following, “with high probability” means with probability tending to 1 as n → ∞.
Consider a random multi-graph G on n vertices generated in the following way: We choose
edges e1 , e2 , . . . , ek ∈

�[n]
2
�
uniformly and independently at random for k 6 δn. The edges are

chosen with replacement, hence what we get is a multi-graph meaning that there may be some
parallel edges.
Here, δ > 0 is a constant that you get to choose; you need only guarantee that it does not
depend on n.

(a) Prove that the size of the largest connected component in G is O(log n) with high
probability.

(b) Show that there is a constant C (again, independent of n) so that, with high probability,
for every subset S of vertices with |S| > C, the induced subgraph G[S] contains at most
5|S| edges (and hence has average degree at most 10).

Given the multi-graph G, we repeatedly perform the following operation: Remove all vertices
of degree at most 20. We stop when the graph is empty, or all the remaining vertices have
degree greater than 20.

(c) Using parts (a) and (b), prove that with high probability, this process terminates after
only O(log log n) rounds.

5. Choosing wisely.

Recall that if we throw n balls into n bins, then the maximum loaded bin has load Θ( log n
log log n )

with high probability. Suppose instead that for every ball, we choose two bins uniformly at
random. How much of a difference can that make?
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(a) Show that, after every ball chooses two uniformly randombins, there is away of assigning
balls to bins so that every bin has only O(1) balls. You should use the previous problem
(hint: bins are vertices and balls are edges).
Note that the preceding problem assumes that only δn edges are thrown. So you will
need to figure out how to handle n balls.

(b) Unfortunately, that’s not very impressive. A huge advantage of the random balls-in-bins
model for hashing is that there is very low overhead on choosing a bin (just make
a random choice). Our algorithm from part (a) is really complicated (we have to do
calculations over the whole graph G).
Consider now the simpler algorithm that puts the balls into bins online: Order the balls
1, 2, . . . , k. At step i, ball i chooses two bins uniformly at random and places herself in
the (currently) least loaded of the two. Consider k 6 δn and using Problem 3(c), show
that with high probability, every bin has at most O(log log n) balls at the end of the
process.
[Hint: Prove this by induction on the round in which a node is removed in the random
graph model. You will want to show that if a node is removed in round r, then its load
in the allocation is at most 20r. You will need a slightly different argument for the nodes
that survive to the end without being removed.]

(c) Prove that even if we throw k � n balls using the two-choice algorithm, the maximum
load is O(log log n) with high probability.
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