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Abstract

labelled instances in Google Landmark Classification challenge. This is reminiscent of the spirit of few-shot learning.

Large amount of landmarks and extreme imbalance
among classes have posed unique challenges in landmark
recognition. In this project, we investigated the performance of different few-shot learning classification models
on Google Landmark Challenge dataset. We utilized three
milestone models in the development of few-shot learning
through convolutional neural networks: Siamese Network,
Prototypical Network, and MetaOptNet. The analysis of our
experiments shows that increasing number of classes during
training will boost the performance of the models, while reducing number of examples per class will lower the performance. We found that Prototypical Network with Res-18 as
baseline outperforms all the other models.

Hence, in this project, we applied few-shot classification
methods to reduced-size reduced-scaled landmark dataset
with various number of classes and various number of examples per class. We examined the performance of different popular few-shot classification methods on our miniGoogleLandmark dataset2 . Furthermore, we studied how
increasing number of classes and decreasing number of examples per class, and other factors in design choices affect
the performance of the model.
The input and output of our task remain the same as the
current few-shot learning research [15, 9], which is somewhat different from classical classification task. Its details
can be found in Section 5.1. Specifically, few-shot learning
literature often makes reference to k-shot, N -way episodes.
Ren et al. gives a detailed explanation in [13]. Given a labeled set of classes Ctrain and a disjoint set of classes Ctest ,
we construct k-shot, N -way episodes by first sampling a
small subset of N classes from Ctrain . Then we generate
a support set S containing k examples from each of the N
classes, and a test query set Q of different examples from
the same N classes. Then, the model will take S as input
and generate label predictions for images in Q. Since this is
not one-time classification on the whole testing dataset, the
previously mentioned GAP metric is not appropriate anymore.

1. Introduction
Deep learning models have achieved state-of-the-art performance in computer vision tasks such as image classification [7, 14]. However, the success of of deep learning often
heavily depends on abundant labeled instances, and often
fails to learn or generalize under scarcity of labeled data.
In contrast, humans can easily learn to classify new objects
with extremely few examples or even no example. Few-shot
learning aims for better generalization on problems with
small labeled datasets. Particularly, few-shot classification
learns to generalize to unseen classes during training, when
only a small number of labeled examples are available per
class.
Google Landmark Classification challenge was originally purposed as a Kaggle competition1 [6]. Landmark
classification poses unique challenges compared to other
image classification tasks. It contains more than 200K
classes, and the dataset is extremely imbalanced, as about
60% of the landmarks have less than 10 training examples. Popular convolutional architecture, i.e. fine-tuned
pre-trained VGG and ResNet failed miserably on the fullsize full-scaled original training set, due to the scarcity of

2. Related Works
In general, few-shot learning did not receive much attention until the recent blossom of deep learning and convolutional neural networks and the start of its popularity should
be traced back to 2015 when Koch et al. proposed Siamese
networks [8]. During its 4-year development, the major
methods that arose can be divided into two categories: distance based methods and meta-learning based methods.
2 We

1 https://www.kaggle.com/c/landmark-recognition-2019
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refer the reader to Section 4 for details of dataset and preprocess-

2.1. Distance based Methods

the sense that greatly extends the expressivity of neural networks.

The Siamese networks proposed by Koch et al. [8] belongs to this category. It computes distance and classifies
examples simultaneously. Specifically, the neural network
learns to compute similarity between two images in terms of
probability of belonging to the same class. Then, the Matching networks proposed by Vinyals et al. [17] makes this procedure more sophisticated. In particular, it uses some neural network to compute an embedding of images and then
computes distance (cosine similarity) by using this embedding. Prototypical networks proposed by Snell et al. [15]
modified this method by using the mean of embedding over
training images to compute a different distance (Euclidean).
Later, Sung et al. [16] further modify this method by making distance trainable. Some of these methods will be explained in more details in Section 3.

3. Methods
In this section, we will explain the three models we further explored plus a baseline model in details.

3.1. Baseline Model
The baseline model is a feature-based 1-NN model.
Specifically, during training stage, it samples only one image from each support class and uses some pre-trained convolutional neural networks (such as ResNet50 [7]) without
fully-connected layers as feature extractor. Here, let f be
this feature extractor, CS be the set of support classes and
xi be the only image with class i. Then, for a new testing
image x̂, its predicted label will be given as
ŷ = argmin d (f (xi ) , f (x̂))

2.2. Meta-Learning based Methods

i∈CS

The idea behind meta-learning is to treat each few-shot
learning procedure as a task and try to make generalization over different tasks. Therefore, in principle, the methods mentioned above can also be extended to their metalearning version. By using this idea, Ravi et al. [12] propose
a LSTM-based meta-learning methods and Finn et al. [3]
propose a gradient-based learning algorithm MAML that
can apply this generalization over tasks to any generic classification model.
Later, Gidaris et al. [5] propose to use the whole training
set to train a feature extractor before starting the procedure
of meta-learning. Meanwhile, Oreshkin et al. [11] modify
meta-learning version of Prototypical networks by adding
a task-dependent feature extractor. Recently, Chen et al.
[2] adopt the standard technique of pre-training and finetuning in transfer learning into few-shot learning and get
surprisingly good performance in their Baseline++ model.
Meanwhile, Lee et al. [9] get state-of-the-art performance
by inserting linear classifier training procedure as a layer
into neural networks through OptNet [1].

Here, d (·) represents some distance function. In our experiments, we used Euclidean distance.

3.2. Siamese Networks
The Siamese networks proposed by Koch et al [8] consists of two identical convolutional neural networks, which
are connected by a distance layer. Specifically, let fθ denote
the convolution part of some convolutional neural networks
(like ResNet50) plus one fully-connected layer. Then, for
two image x1 and x2 , the output of Siamese networks is
given as

p (x1 , x2 ) = σ αT |fθ (x1 ) − fθ (x2 )|
In the expression above, σ (·) is the sigmoid activation function and α is a learnable parameter. Besides, the absolute
value |fθ (x1 ) − fθ (x2 )| is taken in element-wise.
Here, p (x1 , x2 ) is interpreted as the probability that x1
and x2 belongs to the same class. Therefore, for each training data point, which is a pair of image {xi1 , xi2 }, its label
will indicate whether xi1 and xi2 belong to the same class
or not. During training stage, the cross entropy loss with
L2 -norm regularization on network weights is used. It can
be treated as a special kind of binary classification.
Figure 1 shows the structure of a simple Siamese networks with only one hidden layer. It should be noted that
bottom and top networks share the same weights.
In testing stage, we will first sample NS training examples (xi , yi ) from each support class yi ∈ CS , where
|CS | = NC . In other words, we have the data set D =
{(xi , yi ) | i = 1, . . . , NS NC , yi ∈ CS } Then, for test image x̂, its predicted label is given by

2.3. Comments
Among these development, most original distance-based
methods are largely improved by incorporating the procedure of meta-learning, whose idea of generalization over
tasks makes better sense for training a few-shot learning
model. However, using meta-learning itself will require a
relatively large amount of data, which may somewhat deviate the motivation of few-shot learning. Meanwhile, taking
advantage of transfer learning and adding task-dependent
feature extractor are two good ideas that can be considered
in further research. Finally, making procedure of quadratic
programming as a differentiable layer operation is not only
useful for few-shot learning task, but also meaningful in

î = argmax p (xi , x̂) =⇒ ŷ = yî
i∈[NS NC ]
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3.4. MetaOptNet
The MetaOptNet proposed by Lee et al. [9] is similar
to prototypical networks in high-level structure. In particular, they both use some base neural networks to create vector embeddings for input images. However, instead of using distance as prediction rule for learned feature embedding, they trained a linear classifier over the embeddings of
training set and use this linear classifier as prediction rule
for testing set. Notably, the procedure of training a linear classifier is formulated as a layer operation in neural
networks so that the resulting weights is compatible with
back-propagation. Figure 2 shows the basic structure of
MetaOptNet.
Specifically, let fφ be the base neural network with parameter φ and A be the learner for some linear classifier.
During training stage, similar to prototypical networks, in
each iteration, we sample NS examples from each support
class k ∈ CS to form the embedded support set Dsup =
{(fφ (xi ) , yi ) | i = 1, . . . , NS NC , yi ∈ CS }. Then, Dsup
will be treated as training set for learner A, which means
to have linear classifier weights {wk }k∈CS = A (Dsup ).
Finally, plus the sampled query set Dquery =
{(xi , yi ) | i = 1, . . . , NQ NC , yi ∈ CS }, the loss function is

Figure 1. Structure of a simple Siamese neural networks drawn by
Koch et al [8].

3.3. Prototypical Networks
The prototypical networks proposed by Snell et al. [15]
uses neural network to create a vector embedding, called
prototype in the original paper, for each class. Specifically,
let Sk be the set of training examples with label k and fθ
be some neural networks with parameters θ. Then, for each
class k, its prototype is defined as
1 X
fθ (x)
(1)
ck =
|Sk |

J (φ) =

x∈Sk

1
NQ NC

p (y | x) = P

X


exp −γwyT fφ (x)

k∈CS

Then, given some distance function d (·), the output of prototypical networks for example x with label y is given by

− log p (y | x)

(x,y)∈Dquery


exp −γwkT fφ (x)

Here, γ is another learnable parameter for scaling the logits.
Notice that in order for optimizing this network by backpropagation, the weights {wk }k∈CS = A (Dsup ) needs to
be differentiable with respect to Dsup . This problem can be
resolved by using OptNet proposed by Amos et al. [1] if
we can formulate the learning procedure A as a quadratic
programming (QR).
In practice, it will be more convenient to work with
the dual formulation. Specifically,
each k ∈ CS , with
 forP
N
N = NS NC , wedefine wk αk = i=1 αik fφ (xi ) for
k
xi ∈ Dsup , where α k∈C are dual variables that we will
S
optimize over. Therefore, we will have

exp (−d (fθ (x) , cy ))
pθ (y | x) = P
k exp (−d (fθ (x) , ck ))
In our experiments, we used Euclidean distance as suggested by the original authors [15].
During training stage, in each iteration, we first sample
a subset of classes, called CS with size NC . Then, for each
class k ∈ CS , we sample NS examples to form support
set Sk while sampling NQ examples to form query set Qk .
Then, we calculate ck based on Equation 1 for each k ∈ CS
and x ∈ Sk . Finally, we use some chosen optimizer to
minimize the loss function
X X
1
J (θ) =
− log pθ (y = k | x)
NQ NC

 k
α

k∈CS (x,k)∈Qk

In testing stage, we will first sample NS examples
(xi , yi ) from each support class k ∈ CS0 to form ck by Equation 1. Then, for test image x̂, similar to previous models,
its predicted label is given by

= argminz
subject to

k∈CS

1 T
2 z Qz

+ pT z
Az = b
Gz ≤ h

This is a standard form of QR, where Q, A, G, p, b, h are
matrices and vectors that may depend on Dsup . In particular,
we will require Q to be a PSD matrix.
As a concrete example, if the learning procedure A represents a SVM with regularization strength C, the optimiza-

ŷ = argmax pθ (y = k | x̂)
0
k∈CS
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Figure 2. Basic structure of MetaOptNet [9] under the case of 1-shot 3-way classification. Here, the learner can be any linear classifier so
that its training procedure can be formulated as a quadratic programming (eg. SVM, Ridge Regression).

tion problem we need to solve is
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minimize
{αk }

k∈CS

subject to

P

k∈CS

wk αk
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P
k
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k∈CS αi = 0,

If the learning procedure A represents a ridge regression
with regularization strength λ, the optimization problem we
need to solve is
min

{αk }

k∈CS
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Figure 3. Sample landmark pictures from the original training set

αiyi

i=1

sampled 250 images per class. For 500 and 1000 classes,
we sampled 250, 50, and 10 examples for each class. When
we created the train/val/test split for our Google Landmark
Dataset, we closely followed the procedure of Vinyals et al.
when they derived the miniImageNet dataset from the larger
ILSVRC-12 dataset[17]. We split 80% of the classes to be
the training set and 20% of the classes to be the test set,
such that all classes in test set have never been seen by the
model during the training process. We also held 20% of the
training set classes to be the validation set for tuning and
performance checking purposes.

The standard QR form of these two optimization problems will be provided in Appendix A.

4. Dataset and Preprocessing
The original training dataset from Kaggle consists of 5
million landmark images in various sizes, which belong to
200 thousand classes [6]. Each image is associated with exactly one landmark and has a unique id. Figure 3 shows several sample images. Further, each landmark is represented
by a unique integer ID. When extracting these images, in
order to accelerate data loading, we put each one in directory {a} / {b} / {c} / {id} .jpg, where {a}, {b} and {c} are
the first three letters of the image id.
To study the effect of increasing class numbers and decreasing available examples per class, We subsampled 100,
500, and 1000 classes from the 1000 landmarks that have
the most number of training examples. For 100 classes, we

We also did data augmentation to improve our model’s
performance, following the conventions for last year’s
Google landmark recognition challenge. We first resized
the images to 256 × 256 and performed random horizontal
flip. We then cropped out 224 × 224 size image. We also
normalized the images with mean 0.485 and standard deviation 0.229, 0.224, 0.225 for each corresponding channel.
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complexity of the images. We found that this shallow embedding network did not make adequate
use of SNAIL’s expressive capacity, and opted to to use a deeper embedding network to prevent
underfitting (in Appendix B, we conduct ablations regarding this decision). Illustrated in Figure 6,
our embedding was a smaller version of the ResNet (He et al., 2016) architectures commonly used
for the full Imagenet dataset.
(a) Residual Block, D lters
3x3 conv, D lters
batch norm
leaky ReLU (leak 0.1)

3x3 conv, D lters
batch norm
leaky ReLU (leak 0.1)

3x3 conv, D lters
batch norm
leaky ReLU (leak 0.1)

2x2 max-pool,
dropout 0.9

Add

1x1 lters
conv,
(a) Residual Block, D
D lters

(b) mini-Imagenet embedding
input image, 84x84x3

Residual Block
64 lters

Residual Block
96 lters

Residual Block
128 lters

Residual Block
256 lters

1x1 conv, 2048 lters
6x6 mean pool, ReLU
dropout 0.9
1x1 conv, 384 lters

384-dimensional
feature vector

Figure 4. The structure we used for base network in MetaOptNet: a modification based on original residual networks proposed by Meshira
Figure 6: (a) A residual block within our mini-Imagenet embedding. (b) The embedding, a smaller
et al. [10]

version of ResNet (He et al., 2016), uses several of the residual blocks depicted in (a).

5. Experiments and Discussion
5.1. Training Details
Training episodes. During training, all models utilize
sampled mini-batches called episodes, where each episode
is designed to mimic the few-shot task by subsampling
classes as well as data points. Training episodes are formed
by randomly selecting a subset of classes from the training set, then choosing a subset of examples within each
class to act as the support set and a subset of the remainder to serve as query points. During training, we used 20
classes and 5 query points for Siamese Network and Prototypical Network. For MetaOptNet, due to the CUDA memory constraint, we chose 14 classes and 2 query point to
train MetaOptNet.
Basenet Structure. Previous empirical studies on fewshot classification suggest that different basenet architecture may drastically affect the performance of the model[2].
Due to time constraint, for Prototypical Network, we experimented with Conv-4, Conv-6,3 pretrained ResNet-18, and
ResNet-34. For Conv-4 and Conv-6, we found the model
works better with dropout layers and dropout probability
= 0.05. For Siamese Network, the structure of the basenet
follows faithfully to the original paper. MetaOptNet follows
the structure for few-shot learning proposed by Meshira et 13
al. [10], as shown in Figure 4. We further modified it by
replacing the dropout layers in the last two residual blocks
by the DropBlock proposed by Ghiasi [4] as suggested in
MetaOptNet [9].
Hyperparameters. We tuned all the hyperparameters
based on the performance on the held-out validation set.
We used Adam optimizer for all models. We also imple3 Each convolution block consists of [Conv-Batchnorm-ReLUMaxPool-Dropout(optional)], and Conv-X means there are X convolution
blocks in total.
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mented learning rate decay and tuned decay factor γ and
step size. For Siamese Network, we chose learning rate 1e4 and weight decay 0.1. For Prototypical Network, we set
the initial learning rate to be 1e-3 and it shrinks by γ = 0.95
per 100 steps. Weight decay 1e-4 is used for regularization.
For MetaOptNet, the best learning rate is 1e-4.

5.2. Result
5.2.1

Primary Metrics

Our primary metric is classification accuracy. For the purpose of consistent comparison, for each episode, we randomly sampled 20 classes, with 5 support images and 1
query image for each class. Since each time the test classes
and images were randomly chosen, we ran through 500
epochs and get the average classification accuracy as well
as the 95% confidence interval of the classification accuracy. Notice that this primary metrics are different from
what we wrote on the milestone because we changed our
task from one-time classification to few-shot learning. The
original GAP metric is no longer suitable for our task.
5.2.2

The Effect of Number of Classes

The performance of different models on different number
of classes are shown in Table 1. We picked 100 classes, 500
classes, and 1000 classes, and fixed 250 examples per class.
The baseline was not affected by the number of classes as
we are simply comparing the Euclidean distance between
different images. Siamese Network consistently underperforms the baseline for our task. This was observed during
the training process: the training loss consistently oscillated
and never tended to converge, and the validation accuracy
was consistently close to random guesses, regardless of our
hyperparameter choices.

Figure 5. 1-shot accuracy on various class number

Figure 7. 1-shot accuracy under various class examples

Figure 6. 5-shot accuracy on various class number

Figure 8. 5-shot accuracy under various class examples

Prototypical Network is the most robust model among all
the methods. The performance of Prototypical Network +
Conv-6, Prototypical Network + Res-18, and MetaOptNet
increased as the number of classes increases. We speculate
that when the number of classes increases, the model can
better learn the non-linear mapping from the input space to
the embedding space, and thereby has a better performance
on telling if the images belong to the same classes during
the test time. Also, it is worth noting that Prototypical Network with pretrained basenet really exploits the benefit of
increasing number of classes, while the other two models
only show minor improvement.

However, it is worth noting that Prototypical Network
with pretrained Res-18 basenet is the most resilient to to reducing number of examples per class. We speculate that this
is due to the fact that we only finetune the feedforward fullyconnected layer of Res-18, and weights of the other layers
are freezed and trained on a much larger-scaled dataset than
ours. Therefore, the property of feature extraction of the
basenet suffers the least for pretrained models. It does not
need to learn from many examples in order to classify the
query images using the support images.

5.2.3

5.3. Discussion
In addition to the two major comparisons we have remarked on above, we also found several other interesting
points that are worth further discussions. From the results
presented above, Prototypical Network with Res-18 basenet
is the best-performing model regardless of class number and
class example.
First, we found that regardless of the model we are using, 1-shot classification always underperforms 5-shot classification. This is not surprising since when there are more
support images available, there is a higher chance to pair a
query image with a support image that belong to the same
as.

The Effect of Class Examples

In order to study the effect of class examples on the performance of different models, we fixed the class number to be
500, and we ran different models on 250, 50, and 10 examples per class. Except the baseline, the performance of all
models suffers from reducing number of examples per class.
We speculate that scarcity of examples per class results in
insufficient information in comparing support images with
the query images. Therefore, models are less capable of
learning an expressive mapping from the input space to the
embedding space.
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Method
Baseline
Siamese
Prototypical + Conv-6
Prototypical + Res18
MetaOptNet

100 class
1-shot
5-shot
0.05
0.05
([0.05, 0.05]) ([0.00, 0.15])
0.05
N/A
([0.0, 0.10])
0.46
0.61
([0.25, 0.65]) ([0.40, 0.80])
0.1
0.43
([0.0, 0.25]) ([0.25, 0.65])
0.14
0.23
([0.0, 0.30]) ([0.05, 0.45])

500 class
1-shot
5-shot
0.1
0.1
([0.1, 0.1])
([0.05, 0.15])
0.042
N/A
([0.03,0.06])
0.53
0.70
([0.43, 0.62]) ([0.61, 0.78])
0.57
0.79
([0.48, 0.67]) ([0.71, 0.86])
0.20
0.31
([0.12, 0.27]) ([0.23,0.40])

1000 class
1-shot
5-shot
0.1
0.1
([0.1, 0.1])
([0.07, 0.14])
0.039
N/A
([0.03,0.05])
0.44
0.64
([0.37, 0.51])
([0.56, 0.70])
0.50
0.76
([0.45, 0.56]) ([[0.69, 0.82]])
Not Tested

Not Tested

Table 1. Experiment results of different models under different number of classes. we train Siamese using 1-shot and it is not applicable to
5-shot, thereby it is shown N/A in this table. Due to time constraint, we did not test 5-shot for 1000 class using MetaOptNet.

Method
Baseline
Siamese
Prototypical + Conv-6
Prototypical + Res18
MetaOptNet

250 Examples
1-shot
5-shot
0.1
0.1
([0.1, 0.1])
([0.05, 0.15])
0.042
N/A
([0.03,0.06])
0.46
0.61
([0.25,0.65]) ([0.40, 0.80])
0.57
0.64
([0.48, 0.67]) ([0.55, 0.73])
0.20
0.31
([0.12 0.27]) ([0.23, 0.40])

50 Examples
1-shot
5-shot
0.1
0.1
([0.1, 0.1])
([0.05,0.15])
0.05
N/A
([0.02,0.08])
0.47
0.64
([0.38, 0.56]) ([0.55, 0.73])
0.57
0.76
([0.48, 0.67]) ([0.68, 0.83])
0.18
0.28
([0.12, 0.25]) ([0.22, 0.35])

10 Examples
1-shot
5-shot
0.1
0.1
([0.1, 0.1])
([0.05, 0.16])
0.05
N/A
([0.02,0.07])
0.43
0.57
([0.34, 0.52])
([0.48, 0.67])
0.50
0.71
([0.42, 0.58]) ([[0.64, 0.79]])
0.04
0.19
([0.01, 0.08])
([0.14, 0.24])

Table 2. Experiment results of different models under different examples. N/A has the same reference as Table 1.

Second, we investigated why Siamese Network failed on
learning, and why Prototypical Network was the most robust model applied to our task. If we compare the visualization of the weight of the first CNN layer in the basenet
across Siamese, Prototypical, and MetaOptNet in Figure 9,
We observed that the respective CONV-1 layer for Prototypical and MetaOptNet shows acute detection of the potential
edges from the raw input landmark images. In contrast, the
Siamese Network shows a lot of CONV-1 filters are greyscaled and useless in detecting specific features from the
raw input pixels. Therefore, we conclude that Prototypical
Network and MetaOptNet demonstrate better feature recognition capability than Siamese Network.

We found that Prototypical Network is the most capable of
capturing the general location and the shape of the landmark, while MetaOptNet’s gradient is scattered, which also
contributes to the good performance of Prototypical Net.
MetaOptNet cannot effectively extract information relevant
to each landmark, which hurts the downstream task to correctly classify query images based on the support images.
We did not include confusion matrix in the report because we are testing class accuracy using batches and multiple episodes, and in each episode, the test images are randomly selected from the test set. Therefore, analyzing confusion matrix in our case does not make much sense.

6. Conclusion and Future Works

Third, saliency map for Prototypical Network and
MetaOptNet also explained the difference of performance
as shown in Figure 10. Since the input for our our models
are all paired, We compute gradient of class score with respect to the query images and take absolute value and the
maximum over all RGB channels. We try to see if the
saliency map will point out which parts of the query images the different models are looking at to compare images.

For this project, we explored the performance of different models on the few-shot learning task using mini-Google
Landmark dataset, under different numbers of classes and
examples per class. We found that except for the baseline model and the Siamese Network, all the other models showed improvements when the number of classes increased. All the models suffered from reducing number of
7

Figure 10. Saliency map of Prototypical Network and MetaOptNet

methods we explored in our project. Given the abundance
of classes, the only problem we need to solve is insufficient
examples. Since Prototypical Network is resilient to insufficient examples, and data augmentation can also mitigate
this problem, we think that in the future few-shot learning
methods can be used to tackle this challenge.

Figure 9. Visualization of the first-layer CNN weight on 500 class
250 example 1-shot case

examples. Among all the models, Prototypical Network +
Res-18 performs the best. It enjoys the benefits from increasing number of classes the most, and it is the most resilient to reducing the number of examples. It also achieves
the highest accuracy among all the models when there are
sufficient number of classes. We speculate that the model
performs the best since the pre-trained features make it less
vulnerable to insufficient examples. In regardless of its
simplicity, Prototypical Network demonstrates unparalleled
generalizability and robustness.
From our study, if we have access to more computational
resources and more time, it is possible to solve the original Google Landmark Challenge with the few-shot learning
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Therefore, we can have wk αk 2 = αkT HT Hαk .
For simplicity,
let CS = {1, . . . , NC } and define α =

vec α1 . . . αNC , where vec (·) means vectorization. Let INC ∈ RNC ×NC be an identity matrix and ⊗
be kronecker product. Then, by defining G = HT H, we
can get

A. Appendix: Writing SVM and Ridge Regression in Standard QR Form

• The function flatten() and class Flatten in
models.py are copied from Assignment 3. The
function kronecker() in models.py are adapted
from discussion in PyTorch forum.
It is at
https://discuss.pytorch.org/t/
kronecker-product/3919/9.
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First, we define

H = fφ (x1 ) . . .

NC
X

wk αk



2
2

= αT (INC ⊗ G) α

k=1


T
Let 1NS = 1 . . . 1
∈ RNS . Then, we can get
PN
T
yi
i=1 αi = vec (INC ⊗ 1NS ) α with the assumption that
data are sorted based on their labels.
Let Ñ = N · NC . Then, the inequality constraints can
be written as IÑ α ≤ C · vec (INC ⊗ 1NS ) and the equality
T
constraints can be written as (1NC ⊗ IN ) α = 0.
Therefore, the standard QR form of SVM will be
minimize

1 T
2α

subject to

IÑ α ≤ C · vec (INC ⊗ 1NS )
T
(1NC ⊗ IN ) α = 0

α

T

(INC ⊗ G) α − vec (INC ⊗ 1NS ) α

Similarly, the standard QR form of ridge regression will
be
1
T
min αT (INC ⊗ (G + λIN )) α − vec (INC ⊗ 1NS ) α
α 2

B. Contributions
B.1. Starter Code
Below are the pieces of code that are not completely
written from scratch by us.
• The file train download.py, which is used for
downloading the original data from Kaggle
and resizing all of them into 448 × 448. This
piece of code is shared by one Kaggle user at
https://gist.github.com/ohadlights/
8810d986708e1c7537a451a338950c17.
• The
two
functions
simple train()
and
check accuracy(), test Siamese in utils.py, which
are exhaustively modified based on functions
train part34() and check accuracy part34() in
PyTorch.ipynb of Assignment 2.
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• The file baseline.py used 1-NN to classify images with
pretrained Resnet-50 as feature extractor. This piece of
code is mainly written based on tutorial on https:
//pytorch.org/tutorials/beginner/
transfer_learning_tutorial.html.
• siamese CNN weights.ipynb, vanilla saliency.py and
SVM CNN weights.ipynb which are used for visualizing the first layer CNN weights and the Saliency maps.
This piece of code is mainly written based on CS 231N
assignment 3.
The code and supplementary files are shared on Google
Drive at https://drive.google.com/file/d/
1AllP98ZjxIr9wV1PjT78aNPSh-GnSsHX/view?
usp=sharing, but it should be noted that since the original dataset is too large, the shared content only contains the
Python script to download the dataset.

B.2. Teammates Contributions
Zhihan Xiong: He found the way to download the original dataset and did some exploratory analysis on it. He also
wrote the infrastructure code for data loaders and generic
training and testing functions. Furthermore, he read through
the papers about the three major methods we used, implemented them and explained their details in this report. Besides, he also gave some help of experiments. Finally, he
summarized the development of few-shot learning during
recent years and wrote them in related works.
Mi Jeremy Yu: He coded baseline model, test files for
MetaOptNet and pretrained Prototypical model. He also
coded the function to draw Saliency map and drew the
CNN weights for MetaOptNet model and Siamese model.
He trained and tested MetaOptNet model and Siamese
Model with various number of classes and number of images. He wrote the Abstract, Dataset and Preprocessing
section, Experiments and Discussion, and Conclusion and
Future Works with Louise. He analyzes the result chart and
Saliency maps and drew conclusions on the experiments.
Louise Qianying Huang: She did some EDA on the
dataset and coded the subsampling procedures for each #
of class and # of examples per class. She also coded the
CNN weight visualization. She was responsible for training and testing prototypical network for different number
of classes and number of examples per class. Also, she experimented with different hyperparameters for prototypical
network and found the optimal ones that were used in following runs. In colloboration with teammates, she wrote the
introduction, Experiments and Discussion, and Conclusion
and Future Works.
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